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Abstract—Wearable navigation systems typically depend on
high-resolution cameras, depth sensors, and large annotated
datasets, a dependence that limits their deployability in privacy-
sensitive indoor environments and raises development costs. This
paper investigates whether directional navigability can be esti-
mated solely from ultra-low-resolution thermal imagery captured
by a wearable multi-camera platform. We propose a learning
framework in which high-resolution RGB imagery, available only
during data collection, automatically generates navigability labels
through a pretrained object detector, eliminating manual annota-
tion. Unlike conventional cross-modal approaches, the framework
uses only coarse geometric alignment for automatic labeling and
requires no geometric calibration at inference. Experiments with
three 32×24 thermal cameras show that directional navigability
is reliably inferred from thermal input alone and that feature-
level fusion outperforms per-camera prediction as well as pixel-
and decision-level fusion. A lightweight camera-identity classifier
restores near-oracle accuracy when the input ordering changes,
and every fusion architecture runs in under 3 ms per frame
on CPU. These results suggest that ultra-low-resolution thermal
sensing can serve as a scalable and privacy-preserving foundation
for wearable indoor navigation.

I. INTRODUCTION

Wearable indoor navigation systems need reliable percep-
tion of navigable directions while staying inexpensive, privacy-
preserving, and easy to deploy [1]. Most rely on RGB cameras,
depth sensors, or LiDAR, which add hardware cost, raise
privacy concerns, and need large annotated datasets, and multi-
camera platforms often assume a sensor arrangement fixed at
calibration [2].

Ultra-low-resolution thermal cameras offer an alternative
that addresses many of these deployment constraints. A 32×24
thermal array is inexpensive, consumes little power, and does
not capture identifiable appearance. Its low resolution, how-
ever, removes much of the information conventional perception
relies on, while its limited field of view motivates using
multiple cameras for coverage.

This paper investigates whether ultra-low-resolution multi-
view thermal sensing provides sufficient information for re-
liable directional navigability estimation. As illustrated in
Fig. 1, we use a high-resolution RGB camera only during
data collection to automatically label synchronized thermal
observations. At deployment, the system relies exclusively on
thermal imagery, without requiring RGB input or geometric
calibration.

*These authors contributed equally to this work.

This paper makes four contributions: a training framework
that uses RGB supervision only during data collection, en-
abling thermal-only directional navigability estimation without
manual annotation; a systematic comparison of fusion strate-
gies at the pixel, feature, and decision levels for ultra-low-
resolution thermal sensing; an evaluation of robustness to cam-
era placement with a lightweight camera-identity correction
that maintains performance under camera permutations; and a
wearable multi-camera dataset of ultra-low-resolution thermal
observations with their automatically generated labels, to sup-
port future research in privacy-preserving indoor navigation.

II. RELATED WORK

A. Wearable Navigation and Traversability Estimation

Existing wearable navigation systems estimate traversable
space with RGB cameras [3], depth sensors, or LiDAR [4],
inferring navigability from visual appearance [5] or explicit
geometry. These sensors are accurate but hardware-heavy, and
they raise privacy concerns for continuous wearable deploy-
ment [6].

B. Privacy-Preserving and Ultra-Low-Resolution Thermal
Sensing

Thermal sensing largely avoids capturing identifiable im-
agery [6], [7]. DareDevil [8] uses a paired RGB camera
and a pretrained YOLOv8 detector to label thermal frames
automatically and then detects obstacles from thermal in-
put alone, but it uses a single 640 × 480 thermal camera
and binary obstacle detection, leaving directional navigability,
multi-camera thermal perception, and ultra-low resolution un-
explored. Ultra-low-resolution thermal arrays further improve
privacy, cost, and power efficiency, but their limited spatial
resolution has confined prior work to occupancy detection [6],
human monitoring [9], and motion estimation, such as thermal-
gyroscope odometry [10]. Whether such sensing alone can
support directional navigability on a wearable multi-camera
rig has not been studied.

C. Multi-View Sensor Fusion and Placement Robustness

Multi-view systems combine cameras to increase coverage
and perception quality [11], [12], typically within a unified
pipeline [13]. Where and how to combine the views varies
across applications, and most systems assume a fixed camera
configuration. That assumption is hard to maintain on wearable
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Fig. 1. End-to-end pipeline. Top: RGB/YOLOv8 auto-labels supervise the shared-weight CNN backbone with no manual annotation. Bottom: thermal-only
tiles, re-sorted by the camera-identity classifier, feed the frozen Feature Fusion model for three-class directional output. Inferno colormap for display only.

platforms, where cameras are repositioned or reattached [2],
and changing the mapping between cameras and network
inputs can degrade fusion models that exploit camera-specific
spatial relationships. We compare fusion strategies for ultra-
low-resolution thermal navigability and evaluate their robust-
ness to camera permutations.

III. METHODOLOGY

Fig. 1 provides an overview of the proposed framework,
comprising two stages: RGB-assisted automatic labeling and
model training, followed by thermal-only inference with
camera-identity correction. The following sections describe the
labeling process and the evaluated fusion architectures.

A. Problem Formulation

At each timestep the rig outputs three 32 × 24 ther-
mal tiles {xL, xM, xR}, one per active camera. For each
direction d ∈ {left,middle, right} the model predicts yd ∈
{clear, person, other object}, where clear denotes an unob-
structed direction. Separating person from other object lets
a navigation aid respond differently, since a person may move
out of the path whereas a static object will not. At inference
the model observes only the thermal tiles, f : (xL, xM, xR) 7→
(yL, yM, yR); training labels come from the paired RGB stream
(Section III-B).

B. RGB-Based Automatic Label Generation

Our labeling builds on DareDevil [8]. Unlike its single-
camera formulation, detections are assigned to the three ther-
mal cameras using coarse footprint overlap rather than pixel-
accurate RGB-to-thermal alignment. This requires one RGB-
to-thermal homography per camera, calibrated once during rig
assembly, but no geometric calibration is needed at inference.

Each RGB frame is processed by YOLOv8x [14] at its
default confidence threshold (0.25). A direction whose foot-
print overlaps a person detection is labeled person (even if
other objects also overlap it), one overlapped only by other
detections is labeled other object, and one with no overlapping
detection is labeled clear. Frames without a matched RGB

frame (within 150 ms) are left unlabeled and masked during
training.

C. Multi-View Fusion Architectures

We evaluate four architectures that map raw single-channel
32 × 24 tiles to a three-class prediction per direction and
differ in how the three views are combined: pixel-, decision-,
and feature-level fusion, plus feature-level fusion with camera-
identity correction. Except for the stitched baseline, all models
share a convolutional backbone whose depth, width multiplier,
and activation are set during model selection and which returns
multi-scale feature maps.

a) Model 1: Stitched Panorama (pixel-level fusion): The
tiles are warped into a shared panorama with precomputed
thermal-to-thermal homographies [15], [16], and a CNN pre-
dicts each direction from the panorama. Information lost in
the warp cannot be recovered later.

b) Model 2: Output Fusion (decision-level fusion): The
backbone processes each tile independently, a per-camera head
produces a 3-class logit vector, and a small MLP refines the
concatenated logits, so fusion sees only low-dimensional logits
rather than spatial features.

c) Model 3: Feature Fusion: The shared backbone runs
on each tile, and at every level the three feature maps are
concatenated channel-wise and projected back to the original
channel count by a learned 1 × 1 convolution, giving one
fused multi-scale pyramid from which a shared head produces
the per-direction logits. Model selection over depth, width,
activation, and head capacity yields depth 5, width multiplier
1.5×, GELU, a 512-unit head, and dropout 0.1, used for
Models 3 and 4 throughout.

d) Model 4: Feature Fusion with camera-identity correc-
tion: Feature Fusion assumes a fixed mapping between input
slots and physical directions, making it sensitive to changes in
camera arrangement. A lightweight camera-identity classifier,
a three-layer CNN of about 26K parameters that is separate
from the fusion backbone, predicts each raw tile’s direction;
given possibly shuffled tiles, it selects the most likely camera-
to-direction assignment, and the reordered tiles are passed to
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Fig. 2. Per-class F1 by camera direction (left, middle, right) for pixel- (stitched), decision- (output fusion), and feature-level fusion, averaged over three
training seeds on validation. Feature-level fusion is the strongest in every class and direction.

the unmodified Feature Fusion model. We compare against a
blind condition with no correction and an oracle using ground-
truth identities.

All models are trained with the same per-direction three-
class cross-entropy, weighted by inverse class frequency and
masked for unlabeled frames, using Adam (learning rate
10−3, weight decay 10−4) with a cosine schedule for 30
epochs at batch size 64 and keeping the epoch with the best
validation macro F1 (averaged over person and other object,
as throughout).

IV. EXPERIMENTAL SETUP

A. Wearable Platform

The wearable platform (Fig. 1) consists of an NVIDIA
Jetson Nano, three Melexis MLX90640 thermal cameras ar-
ranged in a forward-facing fan, and a co-mounted Raspberry Pi
Camera v2 used only to generate labels. The thermal cameras
provide left, middle, and right views, each a 32 × 24 image
at 4 Hz. The platform is built from commodity components
for about $471, well below comparable wearable depth-based
navigation systems [17], [18]. Thermal and RGB streams
are timestamped during acquisition and synchronized offline,
discarding poorly aligned samples before training.

B. Data Collection

The dataset1 was collected on the Carnegie Mellon Uni-
versity in Qatar campus and spans a variety of indoor and
outdoor scenes, planned to cover a free, a partially obstructed,
and a fully obstructed path (Table I); the per-direction labels
themselves come from the detector. A human operator wore
the platform and walked through each environment at a natural
pace. Sessions were recorded both with and without other
people present, so that the automatic labeler encountered a
realistic mixture of clear, person, and other-object events.
In total, the platform recorded about 116 minutes of data.
The experiments use 15,868 frames from 12 sessions, split
at random into 12,697 for training and 3,171 for validation;
a separate session of 988 frames, never used for training
or validation, is held out as the test set for the camera-
arrangement experiments. Fig. 3 shows the resulting class
distribution.

1The thermal frames, labels, and homographies are available at https://
huggingface.co/datasets/cmu-impactlab/thermal-directional-navigability, and
the code at https://github.com/cmu-impactlab/ershad-directional-navigability.
RGB frames are withheld to protect the privacy of recorded individuals.

TABLE I
SCENE TYPES ENCOUNTERED
DURING DATA COLLECTION.

Environment Path People

Open corridors Free No
Stairwells Free No
Covered walkways Free No

Doorways Partial No
Furniture in path Partial No
Corridor with
bystander

Partial Yes

Crowded lobbies Full Yes
Waiting areas Full Yes
Building entrances Full Yes

Fig. 3. Class distribution across camera
directions for the combined training and
validation split.

V. RESULTS

A. Navigability Estimation and Fusion Strategy

All models recover navigability above chance from raw
32×24 tiles, and Feature Fusion is the strongest in every class
and camera direction (Fig. 2), with overall per-class F1 (mean
over directions) of 0.82 (clear), 0.82 (person), and 0.80 (other
object) on validation. The stitched-panorama and output-fusion
baselines reach 0.72–0.77 overall and are weakest on person
detection from the right camera (0.61 and 0.62). Feature
Fusion’s lead holds even when decision-level fusion is given
its backbone and head settings (2.03M parameters): it stays
ahead on clear, by 1.4 points overall and 3.4 in the middle
direction, and on macro F1 (0.811 vs. 0.808), with 8.5% fewer
parameters (1.86M vs. 2.03M). Concatenating feature maps at
every level preserves spatial cues that stitching discards in the
warp and that output fusion never sees, consistent with the
gain concentrating on free space. On the held-out test session,
Feature Fusion with the correct camera order reaches 0.92,
0.92, and 0.90 (Fig. 4, oracle), so the configuration selected
on validation carries over to a session never used for training or
model selection; its higher scores likely reflect that session’s
scene mix. On a cloud CPU, a single-sample forward pass
takes at most 2.37 ms (Feature Fusion) plus 0.21 ms for the
identity classifier, far below the 250 ms frame period at 4 Hz.

B. Comparison with Additional Baselines

We train three baselines with the same split, labels, and
recipe. All learned models here and in Fig. 2 are averaged
over three seeds, with standard deviations of at most 0.026
in F1 (at most 0.007 for Feature Fusion and the no-fusion



TABLE II
BLOCKED-DIRECTION DETECTION (person OR other object COUNTS AS

BLOCKED) AGAINST HUMAN JUDGMENTS ON THE 241 DIRECTIONS
WHERE BOTH ANNOTATORS AGREE (155 BLOCKED).

Model F1 Acc. Prec. Rec.

RGB detector (full res.) 0.87 0.81 0.78 0.98
Feature Fusion (32× 24) 0.87 0.82 0.81 0.94

model). The no-fusion model is Feature Fusion without the
cross-camera connection: each direction is predicted from its
own tile by a per-direction head. The permutation-equivariant
model appends the mean and maximum of the pooled tile
features across cameras and applies one shared head to every
tile [19]. The threshold baseline labels a tile person when its
warmest pixel lies in a body-temperature range and exceeds the
tile median by a margin, and other object when its temperature
standard deviation exceeds a threshold; thresholds are grid-
searched on the training split for macro F1 over all classes.

Removing fusion costs accuracy in every class and direc-
tion: the no-fusion model reaches 0.79, 0.81, and 0.78 overall,
and for each class Feature Fusion’s weakest seed outperforms
the no-fusion model’s strongest. The gain (2.9, 1.2, and 2.2
points) is largest for clear, the decision a navigation aid
acts on, and peaks at 5.6 points in the middle direction, the
only camera with neighbors on both sides. Neighboring views
appear to help resolve free space, which is ambiguous in a
single tile, while a warm body is easy to spot in one. Feature
Fusion does this with fewer parameters at the same CPU
latency. The threshold baseline reaches only 0.52 macro F1

(0.50 on clear), and per-direction thresholds do not help (0.51).

C. Human Validation of Navigability

To check that the labels and the model capture what matters
for navigation, two annotators labeled 100 validation frames
(300 directions) from the RGB images without seeing the
automatic labels. For each direction, they recorded what it
contains (clear, person, or other object) and whether it blocks
the path. Frames came from all 12 sessions, with quotas ensur-
ing enough person and other object directions; the annotators
agreed on 82% of classes (κ = 0.71) and 80% of blocking
judgments (κ = 0.59); we score where they agree.

For navigation, the key question is whether a direction is
blocked. Here the 32 × 24 thermal model matches the full-
resolution RGB detector that trained it (Table II): it catches
93.5% of blocked directions, reaches the same F1 of 0.87,
and raises 21% fewer false alarms on open directions. The
detector’s extra false alarms come from flagging any object
in a footprint, even one that does not block the path: 28% of
its other object directions were judged open. Feature Fusion
is likely less affected because distant or thermally indistinct
objects that the detector flags are hardly visible at 32 × 24.
The automatic labels are consistent with human judgment: they
agree with the annotators’ shared label on 86.5% of directions
(95% CI 80.6–91.8%, weighted to the validation class mix),
and the detector missed no person both annotators saw.

Fig. 4. Overall per-class F1 of Model 4 under camera shuffling on the held-out
test set (988 frames, not seen during training or validation), with no correction
(blind), classifier re-sorting, and oracle re-sorting.

D. Camera Arrangement Robustness

Shuffling camera slots collapses uncorrected Feature Fusion,
and the identity classifier restores it to near-oracle accuracy
on the held-out test set (Fig. 4). Without correction, overall
per-class F1 drops to 0.62 (clear), 0.30 (person), and 0.52
(other object), because the fixed-order projection layers encode
slot position. The classifier assigns each tile to its slot with
98.7% accuracy on the same 988 frames (chance: 33.3%),
and re-sorting with it recovers 0.90–0.92 for all three classes,
within 0.01 of the oracle. The tiles themselves carry direction
information; what breaks under shuffling is the slot ordering,
not the thermal representation.

The permutation-equivariant baseline comes within about
half a point of Feature Fusion in macro F1 (0.805 vs. 0.811),
and on validation its predictions are unchanged under all five
non-identity permutations without any correction. The no-
fusion model offers no such protection: its direction-specific
heads collapse under shuffling as well (0.61, 0.42, and 0.49 on
validation). Because the equivariant model’s outputs follow the
input slots, it still cannot tell which direction each tile faces, so
reporting that the left path is blocked requires camera identity
in either design. For Feature Fusion the classifier also restores
accuracy, allowing the slightly stronger model to be used when
camera inputs are reordered.

VI. CONCLUSION

This paper showed that directional navigability can be
learned from three 32 × 24 thermal cameras using auto-
matically generated RGB labels. Feature-level fusion outper-
formed per-camera prediction across all classes and directions,
consistently across training seeds, with fewer parameters at
comparable latency. A lightweight camera-identity classifier
restored near-oracle accuracy under input permutations at neg-
ligible latency cost. A permutation-equivariant variant avoids
the ordering problem but still needs camera identity to report
directions. Every fusion architecture runs in under 3 ms per
frame on CPU, supporting embedded wearable deployment.

This study has limitations. Navigability is defined by an
RGB detector’s object labels rather than measured traversabil-
ity, and the system has not been evaluated in end-to-end
navigation or with users. Data come from a single campus,
and camera rearrangement is simulated by permuting input
slots rather than by physically re-mounting the sensors. The
training/validation split is random at the frame level, which
makes the held-out session the stricter test. Future work will
address these with physically re-mounted sensors, recordings
in new environments, and user studies.
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